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AlexNet

61M Parameters
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Cloud & OEMSDevelopers

Installed Base

Scale
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Speed-Up
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Operating at the Limits of Physics
ASML EUV LITHOGRAPHY
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Grace CPU Superchip



Grace CPU Superchip 1U Server



Grace CPU Superchip 1U Server

Performance
Energy

Efficiency
Data Center 
Throughput

Microservices 1.3X
1.7X 2X

Big Data 1.2X

NVIDIA GRACE 
VS 

NEXT-GEN X86
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NVIDIA BLUEFIELD-3



NVIDIA H100 GPU



Fully Connected with 
NVLink Switches



One Giant GPU



NVIDIA DGX H100





NVIDIA Quantum-2 
InfiniBand Networking



Scaling to Hundreds and 
Thousands of DGX Nodes



DGX H100 
AI Supercomputer



Modern AI Factory







NVIDIA DGX CLOUD





Time to 100 Million Users
(in months)
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L4 L40 H100 NVL GRACE-HOPPER



L4  - 120X
vs. CPU for AI Video 





L40  - 10X
vs. T4 for GPT-3 20B



DEMO: RUNWAYML – GREEN SCREEN



H100 NVL  - 10X
vs. HGX A100 for GPT-3 175B





GRACE-HOPPER  - 7X
vs. PCIe for CPU to GPU Bandwidth
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SYSTEMS MANUFACTURERS

DESIGN & ENGINEERING

SENSOR MODELS

CONTENT CREATION & RENDERING

SYNTHETIC DATA & 
SIMREADY 3D ASSETS

ROBOTICS

SYSTEMS INTEGRATORS & 
SERVICE PROVIDERS

DIGITAL TWINS
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USD GDN PUBLISHER
DRIVE SIM

USD COMPOSER
ISAAC SIM

REPLICATOR
KIT

NVIDIA OMNIVERSE CLOUD
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