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V100 measured on pre-production hardware.
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System Config Info: 2X Xeon E5-2690 v4, 2.6GHz, w/ 1X Tesla
P100 or V100. V100 measured on pre-production hardware.
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TESLA V100

PCI Express 3.0 Host Interface

GigaThread Engine

21B transistors
815 mm?

Memory Controller
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80 SM
5120 CUDA Cores
640 Tensor Cores

Memory Controller
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L2 Cache

Memory Controller
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16 GB HBM2
900 GB/s HBM2
300 GB/s NVLink
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*full GV100 chip contains 84 SMs



PASCAL / VOLTA GPUD'EBELLHR

P100 V100 Ratio

No—Z>) OEEL 10 TOPS 120 TOPS 12x

HEEmOERIL 21 TFLOPS 120 TOPS 6X

FP64/FP32 5/10 TFLOPS  7.5/15 TFLOPS 1.5x
HBM2 /> Rilig 720 GB/s 900 GB/s 1.2Xx
NVLink /U Riig 160 GB/s 300 GB/s 1.9x
L2 Cache 4 MB 6 MB 1.5x

L1 Caches 1.3 MB 10 MB 7.7X
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V100 measured on pre-production hardware.
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VOLTA GV100 SM
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UNIFYING KEY TECHNOLOGIES

Volta SM

Pascal SM
Load/Store 1=-wh
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VOLTA TENSOR OPERATION
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USING TENSOR CORES

NVIDIA cuDNN, cuBLAS, TensorRT
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__device__ void tensor_op_16_16_16(
float *d, half *a, half *b, float *c)

{

wmma :
wmma :
wmma :

wmma :

wmma :

wmma :

wmma :

wmma :

: fragment<matrix_a, .> Amat;
: fragment<matrix_b, .> Bmat;
: fragment<matrix_c, .> Cmat;

:load_matrix_sync(Amat, a, 16);
: load_matrix_sync(Bmat, b, 16);
:fill1_fragment(Cmat, 0.0f);

:mma_sync(Cmat, Amat, Bmat, Cmat);

:store_matrix_sync(d, Cmat, 16,

wmma: : row_major) ;

CUDA C++
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V100 measured on pre-production hardware.
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I GPU Execution
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CPU Processes
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V100 measured on pre-production hardware.
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